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Abstract 
Transitive closure is an important operation for the next generation of database systems. The Semi-Naive 
(SN) algorithm is a well known algorithm for computing the transitive closure of a database relation. Recent 
studies suggest that the SN algorithm is often the preferred algorithm for a wide range of applications {7, 11}. 
In this paper, we introduce a family of dynamic SN algorithms which attempt to improve the performance of 
the SN algorithm by computing the transitive closure of a database relation according to the properties that the 
relation may have. These properties are not analysed prior to the computation, but are discovered during the 
course of computation. The performance study given in this paper shows that the new approach outperforms 
the conventional SN algorithm in most cases. 

1· Introduction 

The need for extending relational database systems 
to include the transitive closure (TC) operation has 
been argued by many researchers. This is because the 
TC operation, as a recursion mechanism in general, 
enhances the expressive power of a database system. 
On the other hand, it is the simplest and most fre-
quently found recursion in applications. Many other 
forms of recursion may be translated into expressions 
involving the TC operation [2, 8). Thus, it is impor-
tant to implement the TC operation efficiently. 

There has been considerable research effort in de-
vising efficient algorithms for computing the TC of 
a database relation [1, 3, 4, 9, 10, 11, 13, 15, 16]. 
Very broadly speaking, two fundamental techniques 
are used in these algorithms to achieve performance. 
The first technique tries to avoid redundant computa-
tion [1, 3, 4, 13] . That is, only the computation that is 
necessary to produce the result should be performed. 
This reduces the amount of computation consider-
ably. The second technique is derived from parallel 
processing [9, 15, 16]. A relation is partitioned and its 
TC is computed on multiple processors. As such, the 
overall performance may be improved because each 
processor has less data to compute. 

In this paper we consider the optimisation of TC 
computation using the first technique. Among those 
proposed algorithms that are intended to minimise 
redundant computation, the Semi-Naive (SN) algo-
rithm [4] is well known. It is simple to implement 
and offers good performance. Recent studies suggest 
that the SN algorithm is often the preferred algorithm 
for a wide range of applications [7, 11]. In this paper 
we investigate if the performance of the SN algorithm 
may be improved further. The study is motivated by 
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the observation that some relations may have certain 
property which may be used to optimise the computa-
tion of their TCs. For example, the TC of an acyclic 
relation may be computed more efficiently than that 
of a cyclic relation because it is structurally simpler. 
The SN algorithm, however, does not make use of 
such properties. It always performs a fixed set of 
operations to derive the TC of a given relation, re-
gardless of what properties that relation may have. 

What appears to be useful is that we should iden-
tify and use the relevant properties of a relation, so 
that its TC computation may be optimised for that 
relation. Unfortunately, however, trying to identify 
the properties of a given relation often introduces 
a substantial overhead in computation, particularly 
when the relation is large. To make use of some po-
tentially useful properties of a relation while not hav-
ing to invoke a process to analyse it, we propose· in 
this paper a family of dynamic Semi-Naive (DSN) al-
gorithms. The DSN algorithms are significantly dif-
ferent from the SN algorithm in that certain oper-
ations are performed conditionally, or dynamically, 
according to the properties that a relation may have. 
These properties are not analysed prior to the TC 
computation, but are worked out or discovered during 
the course of computation. The performance study 
given in this paper shows that the DSN algorithms 
outperform the conventional SN algorithm in most 
cases. 

This paper is organised as follows. In Section 2, we 
give a qualitative analysis of the SN algorithm. Sec-
tion 3 introduces a family of new algorithms which 
are all dynamic in nature. In Section 4, a perfor-
mance study is carried out, showing the improvement 
achieved by the new approach. Finally we give con-
clusions in Section 5. 
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2 The SN Algorithm 

In this section we first identify where in the SN algo-
rithm improvements could be made, and in the next 
section we will show how to make these improvements 
so that the TC of a relation can be computed dynam-
ically. The reader is assumed to be familiar with the 
concept of TC and the basic relational database op-
erations. 

2.1 The Algorithm 

To make this paper self-contained, we re-cast the SN 
algorithm below, where R is the input relation (as-
sumed to be binary) and T is the TC of R. 

SN (R: operand, T: closure); 
begin 

T := R; t!..T := R; 
repeat 

t!..T :=!:!..ToR; 
t!..T := B(t!..T); 
t!..T :=!:!..T-T; 
T :=T+t!..T 

until t!..T = c/J 
end 

The operator o is the composition operator defined 
as follows: 

R oS= 7r1,4(R I><IR.2=S.l S) 

where 1r and lXI are the relational algebra operators 
projection and join, respectively. I><IR.2=S.l denotes 
the equi-join of R and S over the second attribute 
of R and the first attribute of S. 1r1,4 denotes the 
projection of the first and the fourth attributes of 
the relation obtained from the join. () is a function 
which eliminates the duplicate tuples from a relation. 
Finally, - denotes the relational operator difference, 
and + is a simplified union operation which adds ev-
ery tuple of t!..T into T.l 

2.2 An Analysis 

To illustrate how the SN algorithm works we use 
graph terminology. Consider R being stored as a di-
rected graph where nodes are the distinct values in 
R and edges are the tuples of R. The SN algorithm 
works as follows. 

The o operation is used to traverse the graph. That 
is, by performing the o operation repeatedly, we find 
all such pairs ( x, y) that y is reachable from x, where 
x and y are the nodes of the graph. This produces 
all the tuples for the TC of R. The o operation may, 
however, produce some duplicate pairs. This is due 

1 Note that for the purpose of illustrating our new approach, 
we have represented the SN algorithm here rather differently 
from its usual representation in the literature, where the () op-
eration is implicit and is implemented as part of the difference 
operation through hashing [14, 11]. 
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to the existence of different paths between the same 
pair of nodes, with either the same length or different 
lengths. Obviously, only one needs to be retained 
and the duplicates should be removed. The () and 
- operations are used to remove these two types of 
duplicates. Finally, the + operation accumulates the 
generated pairs from each iteration into TC. 

It is clear from the above analysis that only two 
operations, o and +, are necessary. The other two 
are only useful when the conditions are right. That 
is, as long as there are no paths of the same length 
(different lengths) between the same pair of nodes, 
then there will be no need to perform the () (-) oper-
ation, because no duplicates can be produced. Note 
that such conditions may vary from iteration to itera-
tion. A given relation may produce many duplicates 
at iteration i, but very few or none at iteration k, 
k # i. Thus, whether the two operations should be 
performed should be checked ideally at each itera-
tion. The SN algorithm performs all the operations 
statically at each iteration, regardless of the relation 
involved. This means that its performance may not 
be optimised for some special cases. For example, if 
a relation is formed as a strict tree structure, then 
neither () nor - needs to be performed. 

In this paper we refer to the specific features of a 
relation structure the properties of the relation, and 
our objective is to make use of such properties to 
optimise TC computation for relations. This may 
not be easy because 

• it can be time consuming to examine a relation 
in order to know precisely what properties that 
relation may have, and 

• even if we know the precise properties of a given 
relation, it can still be difficult to make use of it. 
For example, if we know that relation R produces 
d number of duplicates at iteration i, shall we 
perform the () operation? 

In the following we present a family of Dynamic SN 
algorithms which are capable of dynamically deciding 
at each iteration whether the two operations should 
be performed by observing the properties that a re-
lation may have during the course of computation. 

3 The DSN Algorithms 

We now introduce the Dynamic Semi-Naive (DSN) 
algorithms. Since both () and - operations involve 
the elimination of some unwanted tuples from a given 
relation, we collectively call them the elimination op-
eration in the following discussion when there is no 
confusion. 

A general framework for performing the SN algo-
rithm dynamically is presented below. Note that we 
have subscripted the t!..T variable to denote its differ-
ent occurrences in the algorithm. This will facilitate 
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our discussion later. The reader should ignore these 
subscripts at this stage. 

DSN (R: operand, T: closure); 
begin 

T := R; tl.T := R; 
repeat 

tl.T1 := tl.To o R; 
If C1 then tl.T2 := 11(/:l.Tl) 

else tl.T2 := tl.T1; 
If C2 then tl.T3 := tl.T2 - T 

else tl.T3 := tl.T2 ; 
T := T+ tl.T3 

until tl.T = ifJ 
end 

As can be seen, DSN performs the two operations 
conditionally, depending upon C1 and C2 . The ques-
tion is how to set up cl and c2 dynamically at each 
iteration so that the overall computation is optimal. 
Generally speaking, this is a difficult task. 

We derive both C1 and C2 by observing the infor-
mation available during the course of TC computa-
tion. For each iteration, we perform the following two 
estimations on the involved relation. Based on these 
estimations, cl and c2 are set. 

• Duplicate Estimation. Whether the elimination 
operation should be performed is clearly depen-
dent upon if there is any duplicate present in a 
relation. The duplicate estimation is to estimate 
how many duplicates are likely present in a given 
relation, without actually going through the en-
tire relation. 

• Cost Estimation. Once the amount of duplicates 
in a given relation is known (assuming that the 
estimation is reasonably accurate), we have two 
choices: either to remove the duplicates from 
the relation, in which case it will incur the cost 
of performing the elimination operation at the 
current iteration - but the subsequent opera-
tions in the later iterations could be cheaper to 
perform due to a reduced relation; or we can 
leave the duplicates in the relation, in which 
case it costs nothing currently - but the sub-
sequent operations could be more expensive to 
perform as a larger relation would have to be 
processed. To decide whether the elimination 
operation should be performed, we estimate the 
costs for both options using a specific cost met-
ric. Only when the cost of performing the elimi-
nation operation is smaller than that of not per-
forming it, will we actually perform the opera-
tion. 

Obviously, the techniques for both estimations will 
have to satisfy the following criterion: they must be 
cheap to perform with reasonable accuracy. Other-
wise, the gains will be offset by the cost of perform-
ing the estimations. In the following sections we in-
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traduce a number of techniques for both duplicate 
estimation and cost estimation. 

3.1 Duplicate Estimation 

In this section we introduce four duplicate estimation 
techniques. We make no assumptions about the data 
distribution in a relation. On the contrary, we expect 
our DSN algorithms to discover and to make use of a 
particular data distribution during the course of TC 
computation. Of course, if the data distribution is 
known, then it is possible to specialise the techniques 
introduced here to take advantage ofthis known data 
distribution to achieve better estimations. 

Sampled Estimation 

This technique represents the most intuitive method. 
It estimates the amount of duplicates by actually per-
forming the elimination operation on a sampled page 
of the involved relation. For example, suppose that 
tl.T1 ( tl.T after the o operation and before the 11 oper-
ation) has n pages and tl.Ts is a sample page of tl.T1, 
then the size of tl.T2 (D..T after the 8 operation), de-
noted by I tl.T2!, is estimated by 

j/:l.T2/ = n X /8(/:l.Ts)l 
where !8(/:l.Ts)i is the size of D..Ts with duplicates re-
moved. For the difference operation, estimation for 
/tl.T31 is worked out similarly from jtl.T2/. Clearly, 
as long as the sampled page is a true representation 
of the relation involved, this technique can expect to 
perform well. Note that a database relation typically 
consists of many pages. The cost of performing this 
sample test is thus negligible. 

Probabilistic Estimation 

This technique estimates the amount of duplicates 
based on probability. For the 8 operation, we use 
the basic ball-box occupancy model. That is, given 
n boxes and m balls, the expected number of boxes 
to be occupied after throwing the m balls into the n 
boxes, assuming that it is equally probable that a ball 
lands in any one of the boxes, is n x (1 - e-~) [6]. 
To use this model, we consider /tl.T1! (the number of 
tuples in tl.T1) to be the balls, Ndt (the number of 
distinct tuples that the TC of R could possibly have) 
to be the boxes. Then !tl.T2I is estimated by 

IATtl 
jtl.T2 1 = Ndt x (1- e- Nd< ). 

That is, the duplicates are those balls which land in 
the same box. There are a number of techniques to 
estimate Ndt with reasonable accuracy [7, 12]. For 
simplicity, we estimate Ndt crudely by Nd x Nd where 
Nd is the number of distinct nodes in R. 

For the difference operation /tl.T3! is estimated 
slightly differently by 

ltl.T31 = ltl.T2 X (1 - ITI ) 
Ndt 
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where ITI is the size of partial TC derived so far. 
The derivation of this formula is based on the follow-
ing observation. Since Ndt is the number of distinct 
tuples that the TC of R could have and T is a subset 
of Ndt, the probability that a tuple of 6.T2 does not 
find a duplicate in T is the same as the probability 
that such a value maps into the portion of Ndt not 
occupied by the tuples ofT. 

Iterative Estimation 

Both sampled and probabilistic estimations are based 
on the information available within the current iter-
ation, and they do not make use of history informa-
tion. The iterative estimation, on the other hand, es-
timates the amount of duplicates at iteration i based 
on the information available at both iterations i and 
i - 1. The idea is that the recent past could be a 
good guide for the near future . For the B operation, 
for example, we estimate j6.T2I as follows. Suppose 
that we have recorded the following ratio at iteration 
i- 1 

where superscripts are used to denote iterations. 
Then for iteration i, jilT~I is estimated by 

That is, we derive the estimation based on the belief 
that iteration i should have roughly the same expan-
sion as iteration i- 1. After the B operation at itera-
tion i , a will be updated accordingly. The estimation 
for the difference operation is similar to the above 
estimation, except that a different ratio f3 is used at 
each iteration. 

Averaged Estimation 

Instead of using just the information available in the 
previous iteration, this technique accumulates the in-
formation collected at each iteration and use the ag-
gregate to estimate the amount of duplicates. This 
could be useful to avoid some sudden and isolated 
changes from one iteration to another. For the B op-
eration, for example, the ratio oi-l at iteration i - 1 
is derived by 

The ratio oi-l is then used to estimate the amount 
of duplicates at iteration i in the same way as the 
iterative estimation does. Again, the estimation for 
the difference operation can be carried out similarly. 

We finish this section with the following comment. 
The techniques introduced in this section are repre-
sentative and mainly for illustrating our principle: the 
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useful properties of a relation (i .e. producing dupli-
cates or not) should be observed and utilised dynam-
ically during the course of its TC computation. It is 
also possible to consider other forms of estimation or 
the combinations of different techniques. For exam-
ple, variance may be considered in estimation, or the 
iterative and averaged estimations may be combined 
by assigning a weight on each, so that immediate and 
earlier history may have different weights of influence 
on the estimation for the current iteration. For the 
purpose of this paper, we do not discuss this issue 
further . 

3.2 Cost Estimation 

Once we have estimated the amount of duplicates, we 
must then decide if we should eliminate them. The 
reason that we do not always perform the elimina-
tion operation is that it may not always boost per-
formance. For example, if the amount of duplicates 
in a relation is small, then it might be more efficient 
to leave them in the relation. In other words, it could 
be more efficient if we accumulate small amounts and 
eliminate them together once it becomes worth doing 
so. Clearly, what we need is a threshold or criterion 
by which we can decide whether the elimination op-
eration should be performed. In the following, we 
introduce two techniques for setting up such thresh-
old . These techniques estimate the costs involved in 
both eliminating and not eliminating the duplicates, 
dynamically at each iteration. We will perform the 
elimination operation only when it costs less than not 
performing it. 

Fixed Estimation 

This technique estimates the cost by setting up a 
threshold, 0 ~ r ~ 1, ·which is fixed prior to the 
TC computation and remains fixed during the com-
putation . This threshold represents the amount of 
duplicates in a given relation that can be tolerated. 
That is, suppose that a relation S is estimated to 
have the size of ISdl after the duplicates are removed. 
Then the fixed cost estimation says that we should 
perform the elimination operation if 

In so doing, we believe that for the amount of du-
plicates which exceeds the given threshold , it will be 
more expensive to keep them and will be better to 
have them eliminated . For example, suppose that we 
setT= 0.05, which means that a relation could afford 
to keep a maximum of 5% duplicates in the relation, 
and assume that through the sampled estimation we 
have 1- (j6.T2 1/I6.T11) = 0.1, which means that we 
have about 10% of tuples in 6.T1 that are duplicates. 
Then using the fixed cost estimation, we will perform 
the elimination operation. This can be useful if we 
know the processing environment well and know how 
to set up a threshold for optimal performance. 
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Probabilistic Estimation 

For a wider range of applications, setting up a fixed 
optimal threshold can be difficult. The probabilistic 
estimation works out the cost dynamically at each 
iteration using a probabilistic model. To illustrate 
how this technique works, we consider the 8 operation 
below. The estimation for the difference operation is 
a similar process. 

Suppose that at iteration i we need to decide 
whether we should perform (}(t!.T{). The proba-
bilistic estimation works by continuing the execu-
tion, probabilistically, using the SN algorithm as fol-
lows, where OutDegree is the average number of out-
going edges that each node of R has. Note that 
L'!.T~ = t!.TJ+l. 

k := i; 
Repeat 

[t!..Tfl := [t!..Ttfl x OutDegree; 
[<>.T~I 

[b..T;[ := Ndt x (1- e- Ndt ); (**) 
lt!.Ttl := [t!..T;I X (1- _!TI_NT ); (***) 

dt 

ITI := [T[ + [L'!.Tfl 
until[L'!..Tal = 0 

That is, instead of actually performing the opera-
tions on the relations to work out the cost, we proba-
bilistically estimate the sizes of the relations involved 
in the operations to be performed in the remaining 
iterations. Based on these estimated sizes and the 
cost formulas (see Section 4.1), we calculate the cost 
involved in each operation performed. As such, the 
total cost is estimated at the end of execution. 

The above cost estimation is carried out for both 
performing and not performing the (} operation. The 
difference between the two will determine whether the 
8 operation will be performed. Note that the two esti-
mations will require two different entries to the above 
probabilistic procedure. To estimate the cost for per-
forming the (} operation, the probabilistic execution 
starts at the line marked with (**) at iteration i, and 
then follows the entire program through till the end. 
To estimate the cost for not performing the (} oper-
ation, the probabilistic execution starts at the line 
marked with (***). For simplicity, we do not include 
the coding for this in the above procedure. 

3.3 Termination 
In this section we consider the termination issues of 
the proposed DSN algorithms. Since DSN may not 
perform the elimination operation, it is possible that 
DSN will n"ot terminate. Even if DSN could termi-
nate on some cases, it could be too costly to wait for 
its termination. When using the iterative estimation, 
for example, a very high a ratio at iteration i and a 
very low a at iteration i + 1 would mean that DSN 
may consider most of duplicates at iteration i + 1 

Australilm Journal of Intelligent Information Processing Systems 

29 

to be part of the expansion, and thus keep them in 
tne relation. This will quickly increase the size of 
T, thereby degrading performance. For both termi-
nation and performance reasons, therefore, we allow 
the DSN algorithms to be interrupted in the middle 
of computation, and switched back to conventional 
SN computation which is guaranteed to terminate. 
This is achieved by modifying DSN as follows: 

DSN (R: operand, T: closure); 
begin 

E := estimate(R); 
while L'!.T # ifJ and [TI :::; E do 

perform the DSN operations; 
while [t!..T[ # ifJ do 

perform the SN operations; 
T := (}(T) 

end 

That is, we estimate E, the size of TC, first and 
when [T[ exceeds the estimated value, we switch back 
to conventional SN computation. As such we will not 
add too many duplicates into T in order to terminate. 
The final 8 operation can be optional. That is, if the 
user requires the result to contain only the distinct 
tuples, then it should be performed. Otherwise, it 
can be omitted. This is equivalent to the DISTINCT 
option in SQL for conventional database queries. 

The following theorem shows that the modified 
DSN will always terminate. 

Theorem 1 The modified DSN algorithms termi-
nates correctly with all the combinations of duplicate 
estimation and cost estimation techniques. 

Proof Sketch. Suppose that the SN algorithm 
takes m iterations to termination on relation R. 
Then, it takes at most m iterations for the DSN algo-
rithms to have all the tuples in T. After this only one 
difference operation will terminate the computation. 
If DSN does perform one difference operation after 
the mth iteration, then L'!.T should become ifJ and it 
thus terminates. If DSN does not perform any dif-
ference after the mth iteration, then it can only add 
tuples into T. This will make [TI > E eventually, and 
ensure termination. 

4 Performance 

We now study the performance of DSN in terms of 
response time, defined to be the time elapsed from 
the initiation to the completion of an algorithm. We 
compare the performance with SN in order to show 
the benefit of the new approach. 

4.1 The Model 
Analytic modeling techniques are used to measure 
the response time for each algorithm.2 That is, we 

2The analytic model used here is largely due to [14], al-
though improvement has been made to make the model more 
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assume some basic parameters about the processing 
environment and then relate these parameters to the 
response time of each algorithm. For example, as-
sume that R 3 :::: R 1 o R 2 is implemented by using 
a hash-based join algorithm followed by moving the 
required attributes to R3 as results. Then the time 
required to perform this operation is 

composition (R3 :::: R1 o R2) :::: 
'lio x P1(IR11)+ /*bring the pages of R1 

into memory *I 
Tha•h X IR1I+ I* for every tuple in R1 

locate the page of R 2 
with matching tuples *I 

T;o x IR1I x P2(IR21)+ I* bring the page into 
memory if it is not al-
ready there *I 

Tcomp X IR1I X ~+ /* search through the 
Tsi~e 

page for matching tuples 
*I 

Tmove X IR31 I* store result tuples in 
R3 *I 

'lio X Pl (IR31} /* store R3 back to disk 
*I 

The meanings for the processing environment pa-
rameters, such as T; 0 , are given in Table 1. Pl(IRI} 
is the number of pages of R that need to be brought 
into memory from disks, whereas P2(1Ri) is the prob-
ability that one page of R needs to be read from the 
disk. 

Cost formulas for other operations may be derived 
similarly. For brevity they are not given here. Note 
that which algorithms to use to implement these op-
erations is not particularly . significant in our study, 
because we are primarily interested in the compara-
tive performance for the algorithms, rather than the 
absolute performance for each individual algorithm. 
For example, if a particular algorithm speeds up the 
o operation, it will speed up both SN and DSN algo-
rithms. Of course, fast () and - operations would see 
the savings achieved by DSN shrinking. Modeling the 
performance of TC algorithms involving issues such 
as which buffering strategy to adopt or which join al-
gorithm to use can be complex. The reader is referred 
to [11] for a detailed discussion. 

Based on these formulas, it is straightforward to 
formulate the response time (RTime) for each algo-
rithm. For example, the response time for SN can be 
computed as follows: 

RTime(SN) 
m 

i=l 

+T(b.T:::: B(b.T;)) 
+T(b.T; :::: b.T;- Ti) 
+T(T; :::: b.T; + T;)] 

where m is the number of iterations performed by 
SN in order to obtain TC and T(x) denotes the time 

accurate. 
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taken to perform operation x. Note that for the DSN 
algorithms, the inclusion of costs for the B and -
operations will be dependent on whether they are ac-
tually performed by the algorithms. 

4.2 Benchmarks 

To study the performance of an algorithm for com-
puting the TC of a relation using the analytic model, 
it is necessary to have a number of sample relations 
and some assumptions on the processing environ-
ment. We used three synthetic structures as basis 
for constructing sample relations in this performance 
study. These structures are shown in Fig. L 

(a) Tree (b) Cylinder (c) Random 

Figure 1: Structures for Constructing Relations 

These structures are chosen because each can be 
used to construct a relation with a unique property. 
A tree structured relation is acyclic and generates 
no duplicates during its TC computation. A cylin-
der structured relation is also acyclic but generates 
many duplicates . Finally, a random relation is the 
most general case; it can be cyclic or acyclic and 
may or may not generate duplicates , depending on 
the random relation generator. Clearly, relations con-
structed according to these structures are very suit-
able for studying the performance of our new algo-
rithms. 

For the processing environment, we have assumed 
some typical values in Table 1 for the involved param-
eters. Obviously, these values could easily be changed 
if a different processing environment is to be consid-
ered. 

Table I: Processing Environment Parameters 

Parameter Definition Assumed 
Thash compute a hash function 10 J-lS 
'lio perform a random io 0.5 ms 
Tcomp compare two values 1 J-lS 
Tmove move a tuple memory 5 J-lS 
Psize page size in bytes 1024 
Tsize tuple size in bytes 32 
B size buffer size in pages 4 

4.3 Analysis of Results 

In order to use the cost formulas to compute the re-
sponse time for each algorithm, we need to have val-
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ues for some dynamic parameters, such as the size of 
tJ.Ti. While other performance studies presented in 
the literature have assumed some average values for 
these parameters [14, 5, 17], we obtain these values 
by simulating the execution of each algorithm. In 
this way, our model is able to accurately reflect the 
workload involved in the computation, yet is flexible 
in varying the processing environment parameters. 

We have introduced 4 duplicate estimation tech-
niques and 2 cost estimation techniques in this pa-
per. We have thus in total 8 DSN algorithms. Each 
of these algorithms is allowed to have the distinct op-
tion on and off. We refer to each of these algorithms 
with the following convention. If the algorithm is us-
ing Iterative duplicate estimation, Probabilistic cost 
estimation and having the Distinct mode on, the al-
gorithm will be called DSN-IPD. Note that for algo-
rithms using sampled duplicate estimation and fixed 
cost estimation, they can be further varied by setting 
up different threshold values and sample sizes. For 
brevity of discussion here, however, the threshold is 
fixed to 0.01 and the sample size is fixed to 256 tu-
pies. Each algorithm is then tested on 6 different sets 
of relations. Each set of relations is constructed ac-
cording to one of the data structures given in Fig. 1 
by varying either the size of the relation or the other 
parameter of the structure. This gives us a total of 96 
sets of results. In the following we shall only present 
some representative results. 

4.3.1 Experiments with Fixed Size 

We first analyse the performance from the experi-
ments where the size of the relation to be computed 
is fixed to 1000 tuples. Note that we used a rather 
small relation in our study. Again, this is because we 
are interested in the comparative performance for the 
algorithms, rather than the absolute performance for 
each individual algorithm (in which case using a small 
relation is meaningless). However, it should also be 
noted that we used a small buffer for each relation. 
Thus, the effect of heavy I/0 operations required by 
large relations is fairly simulated in our model. The 
following figures plot the response time with respect 
to the varying parameter of the corresponding struc-
ture. 

Fig. 2 plots the response time for the DSN algo-
rithms applied to a tree relation R, with (a) using 
fixed cost estimation and (b) using probabilistic cost 
estimation. The varying parameter is the OutDegree 
which is the average number of outgoing edges that 
each node of R has. 

A tree relation is strictly acyclic and generates no 
duplicates in the course of its TC computation. Thus, 
one would expect an efficient algorithm to utilise this 
property and perform no elimination operations at 
all. The observation made during the experiments 
confirmed that indeed no elimination operations were 
performed by DSN. It is clear from Fig. 2 that all the 
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Figure 2: RTime for Tree Relations 

DSN algorithms have achieved the same significant 
performance improvement (about 100%) in compar-
ison with SN (note that because of the same perfor-
mance, DSN-SFD, DSN-PFD, DSN-IFD and DSN-
AFD (DSN-SOD, DSN-PPD, DSN-IPD and DSN-
APD) are all plotted on the same curve, making only 
the DSN-SFD {DSN-SPD) curve visible in Fig. 2a 
(Fig. 2b)). The improved performance suggests that 
our estimation can work particularly well for this 
structure. 

Fig. 3 plots the response time for the DSN algo-
rithms applied to a cylinder relation R, again with 
(a) using fixed cost estimation and (b) using proba-
bilistic cost estimation. The varying parameter is the 
breadth which is the number of nodes at each level of 
a cylinder. 
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Figure 3: RTime for Cylinder Relations 

A cylinder relation is acyclic, but contains multiple 
paths of equal length between many pairs of nodes. 
This suggests that many duplicates will be generated 
during the course of computation. One thus should 
expect to perform the () operation extensively. On 
the other hand, there are no paths of different lengths 
between any pair of nodes, and hence the difference 
operation could still be saved. From Fig. 3, it is clear 
that this is achieved by some algorithms. However , 
the probabilistic duplicate estimation does not esti-
mate the workload well , and this resulted in a worse-
than-SN performance in using either fixed and proba-
bilistic cost estimation. The observation made during 
the experiments revealed that both performed some 
difference operations but missed a few () operations. 
Whenever the () operation was missed, a large tiT was 

Australilm Journal of Intelligent Information Processing Systems 

used in the subsequent - and o operations, causing 
expensive computation. However, the improvement 
achieved by other algorithms is still quite substan-
tial. 

Fig. 4 plots the response time for the DSN algo-
rithms applied to a random relation R, with (a) us-
ing fixed cost estimation and (b) using probabilistic 
cost estimation. The varying parameter is the do-
main size which is the number of nodes from which 
R is constructed . 
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Figure 4 : RTime for Random Relations 

This is the most interesting set of experiments to 
observe, because the relations involved are derived 
randomly. This time, we find that none of the algo-
rithms offer significant performance improvement in 
comparison with SN, some are actually worse than 
SN. This should not be surprising because the objec-
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tive of our new approach is to allow efficient computa-
tion for relations with certain properties. For general 
relations, we only require that the new algorithms 
are still applicable without performance degradation. 
Other than for the iterative and averaged duplicate 
estimations and for a few isolated cases, this has 
clearly been achieved a!ld the curves in Fig. 4 seem to 
confirm that random relations are computed largely 
at the performance of SN (Note again the overlap of 
curves). The worse-than-SN performance for both it-
erative and averaged estimations should be attributed 
to the fact that when a relation is truly random, the 
past history may not be a useful indicator for the fu-
ture. However, it does seem to be that the averaged 
estimation is better than the iterative estimation be-
cause more is taken into account when the estimation 
is made. 

4.3.2 Experiments with Varying Size 

We have also conducted an extensive range of tests 
on relations with their sizes varied and the other pa-
rameter fixed. On the whole, the results seem to 
be scalable. That is, the larger the size, the bet-
ter the speedup. In Fig. 5 we give only the result 
obtained from running the algorithms on random re-
lations with domain/size ratio set to 1, again with (a) 
using fixed cost estimation and (b) using probabilistic 
estimation. Note that in (b), DSN-PPD, DSN-IPD 
and DSN-APD share almost the same performance, 
and hence their curves overlap. 

As can be seen, the DSN algorithms again have 
proved to be effective, particularly when the relation 
is large. It is also interesting to note that a larger re-
lation does not always take longer to compute. The 
interconnection among the nodes plays an important 
role in TC computation. For example, in Fig. 5, the 
relation with 5000 tuples (R5000 ) took longer to com-
pute than the relation with 7000 tuples (R7oo0). This 
is because our random relation generator happened to 
generate the relations in such a way that the nodes in 
Rsooo are more connected than those in R1ooo, causing 
larger D..T and T to be dealt with. 

4.3.3 Termination Size Estimation 

It is also useful to observe the effect of termination 
size estimation on DSN's performance. In Fig. 6, we 
plot the actual TC size vs the estimated size for each 
random relation used in Fig. 4. For brevity again, 
we do not include the comparisons for other relations 
here. 

In most cases, the TC sizes are significantly over-
estimated. This is largely because we have used a 
rather primitive estimation for Ndt which is actu-
ally the upper bound. This over-estimated size has 
different effects on performance for different exper-
iments. With random relations of 1000 tuples con-
structed from a domain of 800 or 1000 nodes, it is 
likely that the relations are cyclic (in fact they are). 
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Figure 5: RTime for Random Relations with Vary-
ing Sizes 

When a relation is cyclic, DSN is liable to perform 
some redundant work. For example, when the fixed 
cost estimation is used, DSN may decide not to per-
form quite a few elimination operations because the 
amount of duplicates is too small for each individual 
case. But this small amount of duplicates will not 
go away until we perform the elimination operation. 
As such, it adds duplicates into T until it exceeds 
the estimated size, before switching the execution to 
SN. The effect of performing this amount of redun-
dant work is clearly exhibited in Fig. 4. On the other 
hand, for relations constructed from a larger domain, 
they are more likely to be acyclic. The over-estimated 
size should not have too much effect on performance 
as the computation will normally terminate before its 
size exceeds the estimated one. Thus, the accuracy 
of termination size estimation in DSN can also be an 
important factor for its success. 

We finish this section with the following summary 
on performance. Firstly, we found that DSN out-
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Relations 

performed the conventional SN in most cases (about 
84% of all the experiments conducted). This is very 
encouraging. Secondly, the sampled duplicate esti-
mation emerged to be the best of all. That is, it 
consistently outperformed SN in all cases. Finally, 
there is no clear evidence as to which one is better 
between the fixed and probabilistic cost estimations. 
While this is surprising, the implication could be that 
it is perhaps more important to consider the dupli-
cate estimation techniques as it has more influence 
on performance. 

5 Conclusions 

In this paper we have introduced a family of dynamic 
algorithms for computing the TC of a database rela-
tion. The new approach is intended to compute the 
TC of a relation in the way that is optimal for its 
properties. More importantly, this optimal computa-
tion of TC is achieved dynamically. That is, we do 
not need to know what properties a relation possesses 
prior to the computation. Rather, they are discovered 
during the course of computation. The performance 
study carried out in this paper has clearly shown the 
usefulness of the new algorithms. Efficient compu-
tation (in terms of response time) for relations with 
certain properties is achieved, but on the other hand, 
general relations do not need to be factored out and 
can still be computed by the same algorithms. 

While the study carried out in this paper repre-
sents an initial success of the new approach, it is far 
from perfect. We intend to pursue this direction fur-
ther. In particular, since the new approach involves 
a process of discovering and utilising some properties 
during the computation, more advanced knowledge 
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discovery and machine learning techniques should be 
considered. For example, it is interesting to con-
sider how to accumulate the observations from indi-
vidual runs and summarise them into general heuris-
tic rules [18]. Moreover, since the proposed approach 
dynamically estimates some future and unknown ef-
fects, more sophisticated techniques, such as eviden-
tial reasoning, may be useful. Finally, we emphasis 
that although we demonstrated the new approach in 
this paper within the framework of TC computation 
for database relations, the new approach can have a 
wider range of applications. Indeed, we believe that 
for any computation or algorithm which is heuristic 
in nature, this dynamic approach should be useful. 
The application of the proposed approach in other 
areas will also be investigated. 
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